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Training Log Files

training

# Epoch batch         loss       loss_f        f_mae       f_rmse

      1   100          297          297         11.2         17.2

      1   200          249          249         9.67         15.8

      1   300          125          125         7.35         11.2

      1   400          102          102         6.65         10.1

      1   500         89.2         89.2         5.71         9.44

      1   600          129          129         6.63         11.4

      1   700         98.9         98.9            6         9.94

      1   800         46.5         46.5         4.35         6.82

      1   900         85.1         85.1         5.41         9.23


.


.


.


“my_training_output.log” 

(or .txt or .out whatever you prefer)
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Training Log Files
“events.out.blah.blah.blah” 


(https://stackoverflow.com/questions/53529632/how-to-display-the-accuracy-graph-on-tensorboard) 3

https://stackoverflow.com/questions/53529632/how-to-display-the-accuracy-graph-on-tensorboard


Training Log Files (Ideal)

• (Easily) keep track of/compare individual experiments


• Easy-to-grab records of GPU utilization throughout training


• Model/Dataset versioning
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Real World Example
• Training Task (Regression):


• Create a neural network for predicting forces and 
energies on an aspirin molecule from input cartesian 
coordinates

(https://en.wikipedia.org/wiki/Aspirin) 5

https://en.wikipedia.org/wiki/Aspirin


Real World Example
• Training Task (Regression):


• Create a neural network for predicting forces and 
energies on an aspirin molecule from input cartesian 
coordinates
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Real World Example
• Training Task (Regression):


• Create a neural network for predicting forces and 
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Real World Example
• Training Task (Regression):


• Create a neural network for predicting forces and 
energies on an aspirin molecule from input cartesian 
coordinates


• Model:

• Allegro (Equivariant graph neural network) (https://github.com/mir-group/allegro)
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https://github.com/mir-group/allegro


Real World Example
• Training Task (Regression):


• Create a neural network for predicting forces and 
energies on an aspirin molecule from input cartesian 
coordinates


• Model:

• Allegro (Equivariant graph neural network)


• Dataset:

• MD17 Aspirin CCSD configurations with atomic 

forces and energies


(https://github.com/mir-group/allegro)

(http://quantum-machine.org/datasets/#md-datasets)
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https://github.com/mir-group/allegro
http://quantum-machine.org/datasets/#md-datasets


Submit Script
#!/bin/bash


#SBATCH --time=1-00:00:00

#SBATCH --partition=gpu-a100:shared

#SBATCH --nodes=1

#SBATCH --gres=gpu:A100:1

#SBATCH --mem=30GB

#SBATCH --ntasks=1

#SBATCH -o aspirin_train.out

#SBATCH -J aspirin_train


module load cuda/11.8


conda activate allegro_and_lammps


nequip-train aspirin_example.yaml
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Submit Script
#!/bin/bash


#SBATCH --time=1-00:00:00

#SBATCH --partition=gpu-a100:shared

#SBATCH --nodes=1

#SBATCH --gres=gpu:A100:1

#SBATCH --mem=30GB

#SBATCH --ntasks=1
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#SBATCH -J aspirin_train


module load cuda/11.8


conda activate allegro_and_lammps


nequip-train aspirin_example.yaml

Job runs…
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Submit Script
#!/bin/bash


#SBATCH --time=1-00:00:00

#SBATCH --partition=gpu-a100:shared

#SBATCH --nodes=1

#SBATCH --gres=gpu:A100:1

#SBATCH --mem=30GB

#SBATCH --ntasks=1

#SBATCH -o aspirin_train.out

#SBATCH -J aspirin_train


module load cuda/11.8


conda activate allegro_and_lammps


nequip-train aspirin_example.yaml

Job runs…
$ ls my_wandb_output_dir


latest-run

debug.log

run-20240207_205425-qJUog(. . .)
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Scalar Tracking
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Overlay Different Runs
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Hardware Monitoring
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#!/bin/bash


#SBATCH --time=1-00:00:00

#SBATCH --partition=gpu-a100:shared

#SBATCH --nodes=1

#SBATCH --gres=gpu:A100:1

#SBATCH --mem=30GB

#SBATCH --ntasks=1

#SBATCH -o aspirin_train.out

#SBATCH -J aspirin_train


module load cuda/11.8


export WANDB_MODE=offline


conda activate allegro_and_lammps


nequip-train aspirin_example.yaml

For Compute Nodes Without 
Internet Access
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Job runs…
#!/bin/bash


#SBATCH --time=1-00:00:00

#SBATCH --partition=gpu-a100:shared

#SBATCH --nodes=1

#SBATCH --gres=gpu:A100:1

#SBATCH --mem=30GB

#SBATCH --ntasks=1

#SBATCH -o aspirin_train.out

#SBATCH -J aspirin_train


module load cuda/11.8


export WANDB_MODE=offline


conda activate allegro_and_lammps


nequip-train aspirin_example.yaml

For Compute Nodes Without 
Internet Access
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For Compute Nodes Without 
Internet Access

Job runs…
#!/bin/bash


#SBATCH --time=1-00:00:00

#SBATCH --partition=gpu-a100:shared

#SBATCH --nodes=1

#SBATCH --gres=gpu:A100:1

#SBATCH --mem=30GB

#SBATCH --ntasks=1

#SBATCH -o aspirin_train.out

#SBATCH -J aspirin_train


module load cuda/11.8


export WANDB_MODE=offline


conda activate allegro_and_lammps


nequip-train aspirin_example.yaml

$ ls my_wandb_output_dir


latest-run

debug.log

run-20240207_205425-qJUog(. . .)


$ wandb sync run-20240207_(. . .)


On login node (or any other host  
with internet access)
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Report Generation

19



Raw Logs and Files
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Raw Logs and Files
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Advanced Features
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• Hyperparameter Scanning (WandB “Sweeps”)


• Network graph visualization


• File versioning


• Team research tools


• Integration with existing tools (Pytorch Lightning, Keras, etc)


• Much more



Getting started

(https://github.com/wandb/examples)

(https://wandb.ai/site)
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https://github.com/wandb/examples
https://wandb.ai/site

